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Ch 5. Transcending Zombies

al. Slipping Into the Zombie-free Zone

In this chapter, I begin a sketch (to be fleshed out in the following chapter) of an
epistemological theory of consciousness. Epistemological theories of consciousness are
solutions to the so-called “hard problem” of phenomenal consciousness (Chalmers 1996)
that are rooted in explanations of what we know and how we know it. Physicalist
versions of such accounts elaborate how physical systems come to know their physical
environments and show how perceivers may come to find themselves positing and
puzzling over the phenomenal aspects of experience: the qualia that have given
physicalists so many headaches over the years.

The main point of an epistemological theory of consciousness is to solve (or
dissolve) apparent metaphysicaissues concerning qualia in favor of epistemological
explanations of why minds in the business of knowing about the physical world would
ever come to think that there were qualia in the first place. In its most extreme form, for
instance, as articulated by Daniel Dennett (1991), the point of an epistemological theory
of consciousness is to show that once it is explained why we think that there are qualia,
there is no further metaphysical work to be done in explaining qualia themselves. In other
words, once the structure of our justified (and not so justified) beliefs concerning qualia
is laid bare, no further work—only damage and confusion—is done by supposing that

these beliefs are about something that is capable of existing independently of them. A
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(perhaps derisive) description of such a project is as forgoing any explanation of qualia in
favor of explaining them away. Even Chalmers himself flirts with such an
epistemological account (1996, pp. 287-292) but Chalmers ultimately does not pursue it.
My aim in this chapter is to pursue such a theory, and further, in this and the subsequent
chapter, to flesh out how both neuroscience and philosophy converge to support such a
view.

The points made in the current chapter might be framed in terms of on an oft-cited
distinction in work on consciousness: Block’s distinction between phenomenal
consciousness and accessonsciousness (Block, 1995). Phenomenal consciousness is
what you have when there is something itOs like to peu. You are subject to phenomenal
consciousness when you are subject to mental states that have qualia. Access
consciousness is a more boring form of consciousness. You are subject to access
consciousness only insofar as you are sensitive to information that you may subsequently
use in various ways, including verbal report. Access and phenomenal consciousness are
supposed to be distinct notions.

The most notorious cases in which these notions come apart are in hypothesized
zombiecases—cases involving subjects devoid of phenomenal consciousness. Zombies,
in spite of being phenomenally vacant, may exhibit similar outward behaviors and
internal physiologies to us and thus are able to pick up and report on all the information
about their physical environments and bodies' interiors that we are. However, one need
not buy into the preposterous imaginability of zombies to appreciate the possibility of
access without phenomenology. Human blindsight patients are offered as real world

examples in which access to visual information (e.g. that a red chair is present) is had
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without the phenomenal raw feels that make it the case that there is something it is like to
see a red chair (Weiskrantz, 1996).

Whether phenomenal and access consciousness are entirely distinct is
questionable and oft questioned (see, for example, Dennett, 1995). One important point
concerning their lack of distinction concerns how phenomenal consciousness counts
among the things we have access to. Consider first the following minimal
characterization of what qualia are: they are the introspectible similarities and differences
of sensory experiences (Mandik, 1999, p. 47; Lycan, 1996, p. 69-70). What it is like to
see a banana is more like what it is like to see a plantain than it is to smell a lime, and I
know this by introspection. I am able to be in cognitive contact, then, with my own
qualia. Their knowability is part of their being qualia, on this view, and thus phenomenal
consciousness and access consciousness are not totally dissociable.

This epistemological intimacy we share with our own qualia is an important plank
in many qualiophilic platforms. It is the basis of the prevalent attitude that our qualia are
obvious to us, as expressed by Block’s borrowing of Louis Armstrong’s remark on jazz
“If you got to ask, you ain't never gonna get to know” (1978, p. 281). Thus, on many
accounts of what qualia are, they are among the things that a subject has cognitive access
to. Among the things I have access consciousness of are the introspectible similarities and
differences between my experiences. I have access consciousness, then, of facts about my
phenomenal consciousness. One such fact that [ have access to is that I have phenomenal
consciousness. I know, in other words, that I am not a zombie. I turn now to spell out
what follows about the nature of phenomenal consciousness from my knowing that [ am

not a zombie.
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o 2. A Transcendental Argument for a Reductive Theory of Consciousness

Many qualiophilic arguments, starting with strong realist intuitions about qualia,
end up with theses about qualia—in particular, qualia epiphenomenalism (see, for
example, Jackson, 1982, Robinson, 1982, and Chalmers, 1996)—that leave the reader
wondering how we can possibly ever know qualia. If qualia cause nothing, then how can
we have justified beliefs about even our own qualia? The worry arises that qualia, which
were supposed to be essentially phenomenal, thus become quintessentially noumenal.

This should not come as a terrible surprise given the way it recapitulates the
history of so much of classical metaphysics and epistemology. Strong external-world
realism leads quickly to skeptical hand-wringing—how can we know a world that is so
far away? It may seem odd that such a problem can arise for the furniture of the inner
phenomenal world as well, but what is crucial is the way that a strong, metaphysical,
realism cuts the ties between justification and truth (Putnam, 1981). The historical
analogy between external-world realism and qualia realism serves as well to point out the
natural place a transcendental turn might take on the way to bridge the explanatory gap
between qualia and physiology. I intend to explore a transcendental argument whereby
the necessary conditions on my knowing that I am not a zombie include the impossibility
of my physical doppelganger being a zombie.

Before further developing the argument, it is worth noting the following
concerning reductionism and consciousness. For the purposes of the current chapter, let

us call a theory of consciousness reductive if it entails that my physical doppelganger
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cannot be a zombie.” A reductive theory of consciousness must have outlines that are
discernible from both the first and third person points of view. The demand on first-
person discernability arises from its being a theory of consciousness. The demand on
third-person discernability arises from its being a reductive theory.

A problem that plagues reductive theories of consciousness is the question of
what, if anything, attaches the outlines discerned from the one point of view to the
outlines discerned from the other. After the reductive theory has been described the worry
arises that the separate portions may be implemented separately. This worry is oft
expressed in terms zombies: creatures that constitute implementations of the aspects of
the third person portions of a theory without simultaneously constituting implementations
of the first person portions of the theory. Epistemological reductive theories attempt to
bridge the gap from the first-person to the third-person by discerning epistemic features
accessible from the first-person point of view that necessitate certain elements accessible
from the third-person point of view.

The argument that [ will be developing in the remainder of this chapter, and

referring to as the Transcending Zombies argument or simply TZ, goes as follows.

P1. If it is possible for me to know that I am not a zombie, then phenomenal
character is (a certain kind of) conceptualized egocentric content.
P2. I know that I am not a zombie.

P3. Phenomenal character is (a certain kind of) conceptualized egocentric content.

35 . . . . .. .
Of course, as discussed in earlier chapters, there is more to reductivism than this.
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P4. Fixing my physical properties fixes my conceptualized egocentric contents.

C. Fixing my physical properties fixes my phenomenal properties.

A few remarks are needed about TZ and the rest of the current chapter. P1 is the
premise that does the bulk of the heavy lifting and sections 3, 4, and 5 are dedicated to its
defense. Also, in those sections I will un-pack the notions of conceptualized and
egocentric contents utilized in P1, P3, and P4.

P3 follows straightforwardly from P1 and P2, so I’ll say nothing further in its
defense.

P4 will be defended and spelled out after conceptualized egocentric contents have
been unpacked, thus further discussion of P4 is postponed until section 6.

The employment of the parenthetical phrase “a certain kind of” in P1 and P2
deserves comment. I use the phrase to signal my intent to notidentify phenomenal
character with just any old conceptualized egocentric contents, though spelling out
precisely which conceptualized egocentric contents constitute phenomenal character will
largely take place in Ch. 6, with a bit being supplied in §7 of the current chapter.

I devote the rest of this section to a discussion and defense of P2. First, I note that
there are two potential ways one might contemplate undermining P2 and we can
introduce these potential ways via two different ways of applying emphases in the
statement of P2. The first way of distributing emphases is “I know that I am not a
zombi€ and the second is “I know that | am not a zombie”.

The first way of distributing emphases invites contemplation of potential defeaters

that would suggest that whatever things [ might know about myself, that I’'m not a
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zombie doesn’t count among them. The second way of distributing emphases invites
contemplation of potential defeaters that would suggest that regardless of whether I know
that someone or other is not a zombie, I cannot know that | am not a zombie. These
points about the two distinct ways of construing P2 will also be useful in understanding
P3, especially as discussed in sections 3 and 4.

I intend P2 to be equivalent to a thesis that Lynch (2004) defends, namely “I am
certain that [ have qualitatively conscious mental states or experiences” (p. 38). Further, I
accept Lynch’s stipulation that this thesis is equivalent to “I am certain that [ have some
qualitatively conscious mental states now” since, as Lynch points out, for instance “...no
one is certain that they will be conscious in the future. You might even doubt that you
were conscious yesterday...” (p. 38).

Lynch (2004) supplies three arguments for his thesis, all three of which I endorse
as support for P2. Lynch writes:

First, try to seriously consider the thought that

(C-): I am having no qualitatively conscious thoughts right now.

I would be surprised if you can do so. To consider (C-) requires a
conscious thought with a distinctive qualitative feel (some of my students
describe it as ‘making their head hurt’). Thus it is impossible to consciously
entertain that (C-) is true. To even consciously consider the thought that I am not
conscious I must have at least one conscious thought. Therefore, it seems as if I
can rule out the possibility that I am not conscious now simply by consciously

wondering whether it is true. And that strongly suggests that (1) is true.
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Not everyone may be convinced by this argument. Some, for example,
may not find (C-) to have a qualitative feel; if so, then perhaps I might
unconsciously consider whether (C-) is true. Therefore, here is another, and
perhaps more intuitive route to the same conclusion. One reason to think that a
proposition is certain is that you can’t imagine that it is false. I can’t imagine that
I am having no conscious, phenomenal experience now. This is not only because
imagining is a form of conscious thought, it is because imagining myself without
any conscious experience is imagining nothing. It is similar to trying to imagine
what it would be like to be dead (right now). This provides me with another good
reason for thinking (1) is true.

Finally, some might give a transcendental argument of sorts of (1).It
seems to many that certainty of my own consciousness is a logical presupposition
of any discussion of the subject (Chalmers, 1996, p. 193; see also Strawson, 1994,
p. 101-103). These philosophers believe that an appeal to my own first-person
experiences 1is the conceptual starting point of any investigation of consciousness.
Such states of mind act as the necessary ground on which to build third-person
explanations of consciousness. Without them, the ‘‘problem of consciousness’’
wouldn’t even make sense. From these facts we can reason in reverse, or
transcendentally. Since the problem of consciousness does make sense, we must
have at least some conscious experience. (pp. 38-39).

Lynch’ three arguments support that I know that I am not a zombieBut they, or

arguments quite close to them, support that I know that | am not a zombie.
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Regarding Lynch’s first argument, consider trying to doubt P2 by trying to
consider
(C-*): Someone is having qualitatively conscious thoughts right now, but it is not me.
C-* 1s just as likely as C- to induce the qualitative feel that Lynch’s students describe as
“making their head hurt”. And when one’s own head hurts, it is impossible to doubt that
the head hurt is one’s own.

Regarding Lynch’s second argument, we may adapt it to the present purpose as
follows. If someone were to object to the previous argument that C-* could be
contemplated unconsciously, then I would invite them to consider a different route to the
same conclusion, namely that one cannot consciously imagine that while someone is
having a conscious thought, that someone is not oneself.

Regarding Lynch’s third argument, no special adaptation is needed here, since it
is couched in the language of one’s “own first-person experiences” (p. 39).

I turn now to the sections wherein I defend P1 of TZ. In §3 I defend the claim that
my knowing that I’'m not a zombie requires that if [ have (states with) phenomenal
character right now then my current conceptual repertoire is adequate for representing
that phenomenal character. In §4, I defend the claim that my knowing that I’'m not a
zombie requires that if | have (states with) phenomenal character right now, then I have
states with egocentric content. In §5 I defend the claim that if [ know that [ am not a
zombie, then not only does my having (states with) phenomenal character requirethat I
have states with conceptual and egocentric contents, but certain states with conceptual
and egocentric contents must sufficefor my having (states with) phenomenal character.

Further, in §5, I begin a case (to be completed in §§7-8) that (if [ know that I’'m not a
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zombie then) certain conceptualized egocentric contents are identical to (not just

necessary and sufficient for) phenomenal character.

a3. Premise 1, Part One: Phenomenal Knowledge Requires Conceptual Content

While it is way beyond both the scope of this book and my own current capacity
to give a complete account of what concepts are, it is nonetheless necessary here to say a
bit more about what concepts are beyond the brief remarks made in connection with
Churchland in the previous chapter. I will make do here with the following two
stipulations about what concepts are.

The first stipulation is that concepts are the knowledge brought to bear in
judgment. Thus, George judges dogs to be furry only if he possesses the concepts of dogs
and furriness which in turn are constituted by George knowing a whole bunch of stuff
about dogs and furriness. (Perhaps what George knows about dogs and furriness is what
they are. Or perhaps his knowledge falls short of that while still counting as knowledge of
dogs and furriness as such. I can remain noncommittal on such issues for the arguments |
present in this chapter.)

The second is that concepts are mental particulars that satisfy the re-identifiability
criterion, the requirement on possessing concept C that the possessor is able to re-identify
objects falling under C as such. Thus, George has the concept of dogs only if George is

able to identify a dog as such on multiple occasions.™

3 See, e.g., Kelly (xx), Raffman (1995).
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Let us consider some further features of knowledge and concepts. Suppose that
there is a rock that is heavy, lumpy and igneous. Suppose that George has the concepts of
lumpiness and heaviness, but no concept of being igneous. Suppose further that at no
time does George acquire the concept of being igneous. What, then, can George know
about the rock? He may know that it is lumpy and heavy, but barring acquisition of the
concept of being igneous bars George from knowing that the rock is igneous. That the
rock is igneous is, relative to George, un-conceptualized residue. Since idealism about
rocks is false, rocks are the sorts of things that can have lots and lots of un-
conceptualized residue. In worlds with rocks but no knowers, rocks are 100% un-
conceptualized residue. I turn now from rocks to phenomenal experiences and ask
whether they can be, in whole or part, unconceptualized residue.

If I know that I’'m not a zombie, then my current mental states have a set of
qualia, Q, such that I know that I have them and no member of which is un-
conceptualized residue. Relative to my current qualia, my conceptual repertoire is fully
adequatelf my current qualia are un-conceptualized residue, then for all I know I don’t
have them. For all [ know, I’'m a zombie. If any member, R, of Q is such that my
conceptual repertoire is inadequate for the representation of R, then relative to R, I am,

for all I know, a zombie. For all I know, I’'m an R-zombie.”’

37Tt is perhaps worth noting here that the kind of zombie thought experiment here
wouldn’t necessarily violate physicalism, for there may be physical changes that result in

phenomenal differences without resulting in conceptual differences.
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a4. Premise 1, Part Two: Phenomenal Knowledge Requires Egocentric Content

Egocentric content is the content of mental states concerning the creature of
which they are states. We encountered one version of egocentric content in Ch. 2 in the
discussion of the information (or objective intentionality) that sensations carry about
themselves. Another kind of egocentric content is the content of mental states concerning
the relations things bear to the creature who has the mental states. One example is my
perceptual content of my coffee cup as being off to my left.

Egocentric contents can be implemented in relatively low levels of the sensory
processing hierarchy. For example, neural activations in one’s LGN code for luminance
events in retinocentric space and thus have content concerning spatial relations defined
relative to one’s retina.

If my experience has any aspect that is not egocentric then even if [ have an
experience with that aspect and I know that someone or other has an experience with that
aspect, then I still wouldn’t know whether | was the one that has an experience with that
aspect. [ would know that someone or other was a non-zombie, but I wouldn’t know

whether the non-zombie was me.

a5, Premise 1, Part Three: If | Know that | Am Not a Zombie, then Certain
Conceptualized Egocentric Contents Suffice For Phenomenal Character. Also, They

Constitute It.

The point of the previous two sections was to show that if I know that [ am not a
zombie, then I must have adequate representational resources for representing my

phenomenal character, and further, the representational resources must be conceptual and
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egocentric. The point of the current section is that if [ know that I am not a zombie, then
some of my current egocentric conceptual representations must be accurate. Further,
those representations constitute what it is that they represent.

If I know that I am not a zombie, then a certain kind of conceptualized egocentric
content suffices for phenomenal character. And here is a reason to believe the sufficiency
claim. If no kind of conceptualized egocentric content suffices for phenomenal character,
then it would be possible to have all of the conceptualized egocentric contents I have now
and fail to know whether I am a zombie. I could, for instance, make the judgment that I
am drinking coffee and enjoying a coffee quale and the judgment would be false. It might
be false with respect to what quale is being had or it might be false with respect to who is
having the quale. However, if I know that I am not a zombie, then I must have judgments
concerning my qualia that are not false.

The argument of this and the previous two sections so far shows, at best, that
there must be an isomorphism between phenomenal character and certain conceptual
contents. What it doesn’t suffice to show is that phenomenal character must be identical
to certain conceptual contents. Consider an analogous point made about George and the
facts he’s able to know about rocks. There must be an isomorphism between facts George
is able to know about rocks and conceptual contents that George is able to have. But this
alone doesn’t suffice to establish that rocks are made of concepts. Concepts are mental
and rocks are extra-mental.

I want to argue that, unlike rock facts which are not reducible to any set of
conceptual contents, phenomenal character is so reducible. There are three general lines

of thought in favor of viewing phenomenal character and rocks as disanalgogous with
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respect to the question of reduction to conceptual content. The first is that we have reason
to believe that at least some phenomenal character is constituted by conceptual contents,
while we have no such analogous reasons for believing in the conceptual constitution of
rocks. The second is that attributing concept-independence to rocks is needed to explain
and organize our conceptualizations about rocks in a way that attributing concept-
independence to phenomenal character is not. The third is that the very concept of a rock
is a concept of a thing that has a reality that outstrips its appearance, whereas the concept
of phenomenal character is an appearance concept.

Regarding the first point, there are relatively clear cases in which the acquisition
and then subsequent application of a concept to experiences contributes to what it’s like
to have that experience. So, for example, wine tastes different to me now that I have and
am able to apply the concept of tannic acid. The night sky looks a lot different to me now
that I have and can apply the concept of the heavenly bodies being different distances
from me. Squeaks in my car engine sound a bit different to me now that I have and can
apply the concept of a broken valve lifter. All of these cases lend at least prima facie
support to the claim that at least some phenomenal character is conceptually constituted.
An analogous case cannot be made for rocks: there’s no prima facie reason for believing
that rocks are conceptually constituted.

Regarding the second point, the reason we believe that rocks exist independently
of our rock judgments is that it helps to explain certain patterns in our judgments. The
problem of how we know the external world is genuinely external is a huge problem and
I certainly do not pretend to have a solution to it. However, I’'m aware of no good reason

for being a realist about rocks that doesn’t appeal to the explanatory or other theoretical
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utility of positing them as existing independent of our conceptualizations. In contrast,
there is no explanatory burden that phenomenal character bears that cannot be borne by a
reduction of phenomenal character to a certain kind of conceptual content. This sort of
point will be developed further in sections 7 and 8. Section 7 will specifically address
whether there is a distinctive kind of appearance that cannot be accounted for in terms of
appearances that reduce to mental states with solely conceptual contents. The question of
whether there is a distinctive notion of appearance also figures in the third point.
Regarding the third point, consider the following. If phenomenal character
outstrips conceptual content, then phenomenal consciousness would be noumenal for the
person who has them. But if anything should be phenomenal as opposed to noumenal, it
should be phenomenal consciousness. Phenomenal properties are appearance properties.
Perhaps, one might object, there are two senses of appearance, an epistemic sense and a
phenomenal sense. I address this suggestion later in section 7 wherein I argue that so-
called phenomenal appearances are reducible to certain kinds of epistemic appearances.
One point worth making here, though, is that if the remarks made in defending P1 are
correct, then if phenomenal character outstrips epistemic appearances, then things could
epistemically appear just as they do now without there being any phenomenality. I would

thus not know whether I was a zombie.

06. Premise 4: My Physical Properties Fix My Conceptualized and Egocentric

Contents

Prima facie it looks like physical similarity would entail conceptual similarity,

that my physical doppelganger is my conceptual doppelganger. My physical
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doppelganger is equally good at sorting objects and having conversations about them as [
am. My physical doppelganger can solve various puzzles you might pose for him, at
least, he will solve all the puzzles that I will. He will get himself out of many sticky
situations, or at least, as many as I will. I'm aware of no convincing account of concepts
that would ascribe concepts only to me but not to a system capable of all the same
sorting, solving, and conversing that [ am.

For the purposes of the current argument I can be relatively open about what
counts as a physical doppelganger. Nothing in the current discussion necessarily hinges
on whether my physical doppelganger has only the same intrinsic physical properties as
me or has, in addition, a similar history of causal interactions with a similar
environment.”® Suppose we are maximally broad about what physical similarity entails.
We need only be careful that we do not assume at the outset that this includes
phenomenal similarity.

Note that merely possessing a concept does not alone suffice for phenomenal
character. I have been in possession of the concept of cats for a long time, including all
day today. However, as I look up and see my cat for the first time today, this is the first
time today that my cat concept has had anything to do with my conscious experience.

This is not to say, however, that while possessing concept does not suffice for
phenomenal character that employinga concept does. Arguably, blind-sight patients who

identify objects in their blind field under forced-choice guessing conditions are

3 Thus the argument in this chapter is consistent with semantic externalism. Note,

however, that semantic externalism receives opposition in chapters 3 and 7.
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employing concepts without thereby having phenomenally conscious experiences of the
objects thereby identified.

Some, like Chalmers (xx), may object that fixing my physical properties does not
fix all of my concepts, since phenomenal character is non-physical and there are some
concepts, so-called direct phenomenal conceptsghich can be possessed only if one has
had or is having a state with phenomenal character.

While, of course, I am no fan of the view that anything is non-physical, my main
complaint against this response is that regardless of whether phenomenal character is
non-physical I don’t think there are such concepts as concepts one can only have if one
has had or is having a state with phenomenal character. It is the major goal of ch. 9 to
address this issue, so I’ll leave most of the discussion until then. One brief point to make
here, though, is that really direct phenomenal concepts, concepts had only whileone is
currently having a state with phenomenal character seem not to be concepts at all for their
violation of the re-identifiability criterion.

I turn now to consider egocentric contents. Unlike the points made immediately
above concerning conceptualized contents, the relevant points about egocentric contents
cannot be made in terms of my similarities to any numerically distinct entities. [ assume
that whatever egocentric contents are, numerically distinct entities capable of having
egocentric contents, have contents concerning different entities. Thus no matter how
similar to me a being is that is nonetheless numerically distinct from me, it will still be
thinking about itself, not me, when it thinks the thoughts it expresses with the first-person

pronoun. Thus the relevant question to ask is not whether my physical doppelganger must
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have the same egocentric contents as me (it can’t) but whether fixing myphysical
properties fixes myegocentric contents.

One relevant point is that even people who think that phenomenal consciousness
is non-physical can grant that fixing my physical properties fixes my egocentric contents
since egocentric contents seem not to alone suffice for phenomenal consciousness.
Consider, in connection with this, that visual form agnosics can fail to be phenomenally
conscious of the shape and orientation of objects, yet still, based on unconscious visual
information, orient their body parts appropriately to, e.g use their hand to insert a card
into a slot (Milner and Goodale xx). Arguably the unconscious information relied on
concerns egocentric spatial contents. Additionally, while the neural activations in LGN
mentioned previously have egocentric content, few take seriously the proposal that such
sub-cortical neural activations suffice for phenomenal consciousness. Fewer still take
seriously the thought that neural activations in LGN would be non-physical.”’

Now, dualists might object along lines discussed in the previous section that at
least some egocentric content is non-physical insofar as direct phenomenal concepts have
egocentric contents concerning non-physical qualia. But as this is essentially the same
objection as already discussed, it will receive the same treatment as previously
mentioned.

The question naturally arises of whichconceptualized egocentric contents fix

phenomenal character. Do all of them? If only some of them do, which ones? While

% For a similar view to the one expressed in this paragraph, see Neisser, J. 2006.

Unconscious Subjectivity. PSYCHE 12 (3).
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answers will be supplied to these sorts of questions in the next chapter, it is worth noting
that nothing particularly precise need be spelled out in the current chapter. This is
because, whatever conceptualized egocentric contents are the ones that constitute
phenomenal character, if the remarks from earlier in this section are correct, then the
appropriate conceptualized egocentric contents will be fixed by my physical properties
because all of my conceptualized egocentric contents will be fixed by my physical

properties.

a7. The Reality of Appearance

I turn now to complete the case for construing phenomenal character as
conceptual by showing how conceptual contents can bear explanatory burdens oft
thought to require construing phenomenal character as non-conceptual. The first line of
thought, to be dealt with in this section, is that there is a kind of appearancehat cannot
be explained in terms of conceptual states. The second line of thought, to be dealt with in
the next section is that there are certain patterns of success and failure in perceptual
discrimination that cannot be explained in terms of conceptual states.

The strategy in what follows will be two-fold. First, I will discus the notion of
appearance that needs explaining: a phenomenal notion of appearance or ways things
seem. Second, I will look at the minimal account of appearance that comes along with the
mere existence of conceptual states, an epistemic notion of appearance. Then I will
discuss how, building upon an epistemic notion of appearance, we are able to recover the
requisite notion of phenomenal appearance. To appreciate the notion of appearance in
need of explaining, consider the following scenario.

The Blue Dog Scenario:
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Smith and Jones see a dog that is in fact white but due to a trick of the electric
lighting, seems blue. Smith is unaware of the facts about the lighting and so believes that
the dog is blue. Jones knows about the lighting situation and so believes the dog is white.
Jones would agree, though, that in spite of his believing it to be white, the dog seems
blue. The sense in which the dog seems white to Jones is clearly explicable in terms of
epistemic appearances. But what about the sense in which the dog seems blue? Does this
require a notion of appearance irreducible to epistemic appearance?

What is going on in the minds of Smith and Jones that constitute the ways things
appear to them? We will return to this question after the consideration of a different
scenario.

The Monty Hall Scenario:

Smith and Jones are playing LetOs Make a Dewith Monty Hall. There are three
doors for Smith and three for Jones. Behind one of Smith’s doors is a car. Likewise for
Jones. They each pick their door number one. Before door number one is opened, Monty
Hall opens door number three and reveals that there is a goat behind it. Monty asks if
they’d like to keep door number one or switch to door number two. Smith figures there is
a fifty/fifty chance that the car is behind door number one, so he believes door number
two to not be a superior choice. Jones knows the explanation of the relevant probabilities
and so believes correctly that there is an advantage in switching. Jones admits, though,
that while he trusts the explanation, he doesn’t totally understand it, and sympathizes
with Smith’s urge to not switch.

What is going on in the minds of Smith and Jones in the Monty Hall Scenario that

constitutes the ways things seem to them relevant to their decisions in the game? Here it
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looks like a purely epistemimotion of appearance can do the work. Things seem to Smith
and Jones to be such-and-such in so far as they apply various concepts in their judgments
that things are such-and-such. We may need, of course, to appeal to various judgments
and further, various dispositions of varying strength toward distinct judgments, but none
of this obviously takes us out of the realm of epistemic appearance. So, for example, here
is a straightforward and uncontroversial explanation of what is going on. Smith has a
disposition to judge door number two to not be a superior choice and is aware of no
overriding considerations against resisting his disposition. Jones similarly has a
disposition to judge door number two to not be a superior choice, but is aware of
overriding considerations in favor of resisting this disposition, so he resists. He believes
door two to be superior but agrees that it seems not to be superior. In what does this latter
seeming consist? It consists in his overridden disposition to make a certain judgment.

What, then, should we say of the Blue Dog Scenario? It is worth noting, first, just
how much mileage we can get out of an explanation constructed to be analogous to the
explanation of the Monty Hall Scenario. Smith has a disposition to judge the dog to be
blue and is aware of no overriding considerations against resisting this disposition. Jones
similarly has a disposition to judge the dog to be blue, but, unlike Smith, is aware of
overriding considerations in favor of resisting this disposition, so he resists. He believes
the dog to be white but agrees that it seems to be blue. In what does this latter seeming
consist? It consists in his overridden disposition to make a certain judgment.

One might object at this point that the epistemic appearances appealed to in the
explanation of the Blue Dog Scenario are mereepistemic appearances, that is,

phenomenal appearances have not yet been taken into account. While there is some truth
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to this, the problem is not so much with the explanation of the scenario, but with the
scenario itself. Note that nothing going on in the scenario has essentially to do with
consciousness. However, we can modify the scenario slightly to add that the relevant
perceptions are conscious perceptions, that is, that Smith and Jones are have conscious
visual experiences of the blueness of the dog.

Adding consciousness to the scenario requires that we add appeal to a theory of
consciousness in an explanation of the relevant notions of appearance.

So-called phenomenal appearances are reducible to a sub-class of epistemic
appearances. There’s nothing going on in the mind in these scenarios that can’t be
explained in terms of information bearing states (the sensations) and our conceptual
reactions to them (the judgments). So, what are qualia? They are introspectible properties
of conscious states, where what is introspectible is in part determined by what is there to
be introspected and in part determined by what concepts a subject is able to automatically
bring to bear in the judgments elicited by the sensory states. As will be elaborated in the
next chapter, conscious states are hybrid states of mutually causally interacting judgments
and sensations.

Jones is having a conscious visual experience of a dog as being blue insofar as (1)
Jones has a sensory state carrying information that there is a blue dog (2), Jones judges
that there is a blue dog, and (3) there is reciprocal causal interaction between Jones'
sensation and Jones' judgment. The appearance to Jones that there is a blue dog is not a
mereepistemic appearance because the judgment in question is automatically elicited by
the sensation. When Jones introspects, again the resultant judgment is not a mere

epistemic appearance because his judgment that he is having a sensation of blue is
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automatically elicited by the sensation. On the other hand, Jones’s judgment that the dog
is white is a mereepistemic appearance insofar as his judgment does not satisfy the

criteria for being a conscious experience as of a white dog.

a8. Kelly Cases and Consciousness Conceptualism

In some cases, colors descriminable in simultaneous presentations are
indescriminable in serial presentations. So, for example, two paint chips presented side
by side will be clearly and correctly distinguished as having distinct colors, but if
presented one after the other, the viewer will be uncertain whether they have distinct
colors. I’ll call such cases “Kelly Cases” for they play a central role in Sean Kelly’s
arguments against the conceptual constitution of perception (hereafter, “conceptualism”)
(Kelly, S. 2001. “Demonstrative Concepts and Experience” The Philosophical Review,
110, 3: 397-420).

Of course, a more accurate description of Kelly’s target is a demonstrative-
concepts defense of conceptualism. My intent here is to defend conceptualism without
necessarily relying on demonstrative concepts.

Kelly cases raise trouble for conceptualism only if accompanied by certain
assumptions. One assumption, discussed quite a bit by Kelly, is a re-identifiability
requirement on concept possession: in order to have a concept of something, one must be
able to identify that something on separate occasions. Another assumption, discussed
very little, if at all, by Kelly, is that the perceptual contents in the simultaneous and serial
presentations differ only with respect to their time of presentation. The first assumption

doesn’t bother me too much. I question the second assumption.
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There are lots and lots of cases in which the context of presentation messes with
the discriminability of the colors presented. So, for example, depending on what other
colors are present, two distinct colors may seem the same and two samples of the same
color may seem distinct. Thus, the context of presentation effect the way what is
presented it perceived. It’s open, then, for conceptualism to be protected by treating
simultaneous and serial presentations as different contexts that give rise to differences in
perceptual content. Of course, the question arises of how to characterize the differences
conceptually. This will take some further discussion to develop.

One way to approach the question of how conceptualists should best handle Kelly
cases is by attempting to construct intellectual analogs of Kelly cases. Since one way of
viewing conceptualism is as an attempt to model perception on judgment, we can clarify
issues by approximating, in judgment, what’s going on in Kelly cases.

There are a few forms that intellectual Kelly cases might take. I’ll call them the
singular form, the definite form, and the general form. In all three forms, we must
construct analogs to both the simultaneous and serial presentations essential to Kelly
cases. In all three forms, the analog of the simultaneous presentation will involve a
judgment of distinction which will be roughly contemporaneous with some other
judgments and the analog of the serial presentation will have these judgments
comparatively more spread out in time.

In the singular form, the simultaneous half of the Kelly case will involve the
simultaneous judgments that

(HhaisF

(2)bis~F
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(3) ~(a=b)
and the serial half will have the judgments (1) and (2) occurring at separate times and the
judgment of (3) withheld. To relate this to the paint chips example, “a” and “b” are
singular terms, perhaps names or demonstratives, that refer to the distinct paint chips and
“F” is a color predicate.

In the definite form, we replace (1), (2), and (3) with

(1) The Fis G

(2) The His ~G

(3) ~ (the F = the H)
respectively. In the definite form we might construe (1) as along the lines of “the paint

chip I’'m now looking at is lime-green”.

In the general form, we use instead

(1) All Fs are Gs

(2) All Hs are not Gs

(3) No Hs are Fs and no Fs are Hs.

In the general form we might construe (1) as along the lines of ““all of the paint
chips I’'m now looking at are lime-green.”

Regardless of whether we utilize the singular, definite, or general forms, we may
express the concern about the satisfaction of a re-identifiability criterion for concept
possession along the following lines. If a subject withholds judgment (3), doubts are

raised about whether the subject is actually making the judgments attributed in (1) and
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(2). Related doubts are raised about whether the subject possesses the concepts required
to make the judgments in (1) and (2).

Consider, for an example that conforms to the general form, a case in which you
are attempting to teach some new concepts to a student. You ask the student, “Are all Fs
Gs?” and they answer “yes”. They also answer “yes” to “All Hs are not Gs?” But then
when you ask “So, no Hs are Fs and no Fs are Hs?” If, at this point, they answer “no” or
“I don’t know” then you start to have doubts about the student’s conceptual prowess.
Perhaps the student is incapable of making simple inferences or holding more than a few
propositions in their short-term memory. Or perhaps the student has not yet mastered the
concepts of Fs and Gs and thus, when they answered “yes” they didn’t really understand
what they were answering “yes” to. They weren’t really thinking that all Fs are Gs.

On the other hand, if there ever is an intellectual case that conforms to either the
singular, definite, or general forms, that is, if there is ever a case in which a subject can
withhold assent to (3) without it being the case that they fail to grasp the concepts
required for (1) and (2), then the conceptualist has a model upon which to base a response
to the challenge posed by the Kelly cases.

Suppose that it’s true that (1) a is F and that (2) b is not F. What would prevent a
subject from judging that (3) a and b are distinct? There are two general options.

The Information Deficiency option: The subject fails to believe either (1) or (2) or

both.

The Inferential-Failure option: The subject believes both (1) and (2) but

nonetheless fails to infer (3)
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These two general options may be unpacked as several more specific options. However,
not all of these options are equally appealing.

Note that the Information Deficiency option is consistent with there having been
some prior time in which the subject had the beliefs which, according to the option, the
subject currently lacks. So, for example, it would be consistent with the Information
Deficiency option to say of the subject that at time t, the subject perceived and thus
believed that (1) a is F; at time t + 1 perceived and thus believed that (2) b is not F; and at
time t + 2, when queried about whether (3) a and b are distinct, doesn’t know because the
subject has already forgotten either that a is F or that b is not F. It would likewise be
consistent with the Information Deficiency option that the subject has forgotten at time t
+ 2 both (1) and (2).

However, insofar as the Information Deficiency option is cashed out in terms of
memory failure, the threat looms that the re-identifiability criterion for concept
possession is unsatisfied. Of course, this sort of threat looms only if it is assumed that, for
example, time t+1 was the first and only time the subject has a mental representation of b
and the representation in question is atomic. If the alleged belief attributed in (2) is a first
and fleeting atomic representation of b, then it is a poor candidate for a concept of b. If
so-called demonstrative concepts are supposed to be atomic one-shot representations,
then the memory-failure versions of the Information Deficiency option points out serious
problems for the demonstrative-concepts defense of conceptualism.

The threat to conceptualism posed here by memory failure can be headed off,
however, if instead of construing the representations of a and b as demonstratives, we

construe them instead as descriptions (definite or otherwise). Thus would the
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representations be non-atomic and even if b is being represented for the first and last
time, its representation is composed of parts each of which may have a life history
satisfying the demands of re-identifiability.

Another way of cashing out the Information Deficiency option would be in terms
of a failure of perception instead of memory. So, even though the subject might be
presented with stimulatory conditions potentially conducive to perceiving that a is F and
b is not F, the subject nonetheless fails to actually perceive that either that a is F or that b
is not F. (This may be precisely the sort of thing going on in change-blindness.) Insofar as
we can cash out the Information Deficiency option in terms of perceptual failures, the
kind of worry that non-conceptual content proponents want to raise about the
representation of a and b gets blocked. This is because it no longer looks like we have a
representation of, e.g., b that fails to be a conceptual representation. Insofar as we are
relying on the sort of perceptual failure described above, there’s no need to attribute a
representation of, e.g., b at all.

Turning now to the Inferential-Failure option, the question arises of how there can
be such a failure of inference without raising doubts about whether the subject actually
believes (1) and (2) in the first place. There are various ways this might get cashed out,
none of which make the Inferential-Failure option a particularly plausible model for
Kelly cases.

Way One: Either (1) or (2) are believed non-occurently. I’'m sure that it’s common
to have beliefs but not draw the simple logical conclusions of those beliefs precisely
because the beliefs are not currently contemplated. Problem: Kelly cases involve

occurrent mental states, so standing or abeyant beliefs are poor models.
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Way Two: Either (1) or (2) are really complicated, like some proposition from
string-theory, and thus their deductive consequences are not immediately apparent.
Problem: Kelly cases involve experiences of colored paint chips. That ain’t rocket
science. Another problem: Why would complication block inference? If it’s due to a load
on memory, then this threatens to collapse this response into memory-failure versions of
the Information Deficiency option.

Way Three: Either (1) or (2) are believed occurrently but non-consciously.
Problem: If the topic is non-conscious mental processing, then I’'m not interested in the
topic anymore. [’m interested in versions of Kelly cases that involve conscious
experience. Insofar as Kelly cases involve conscious states, then un-conscious states are
poor models.

I currently can’t think of any other Ways, so I currently can’t get excited about the
Inferential-Failure Option. The bottom line is that the conceptualist has some promising
options for providing intellectual models of Kelly cases. Kelly cases can be modeled in
terms of Information Deficiency either in terms of perceptual failure or memory failure.
If they are modeled in terms of memory failure, then a demonstrative-concepts defense is
no longer available. But a conceptualist response would be available nonetheless. It
remains a live option to model Kelly cases as a kind of perceptual failure: a failure to

consciously perceive distinct colors as distinct.

09. Questions, Answers, and Concluding Remarks

What about babies and non-human animals?
One line of resistance to the current argument will surely come from people who

love babies and non-human animals so much that they attribute phenomenal
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consciousness to them but not so much that they attribute concepts to them. The main
problem with such people is that they don’t love babies and non-human animals enough.
As will be clearer when the empirical details are fleshed out in the next chapter, lots of
non-adults and non-humans have states that satisfy the criteria for conceptualized
egocentric contents.

A really interesting objection based on babies and non-human animals would be
one in which the objector claimed (i) to knowthat babies and non-human animals have
phenomenal consciousness and (ii) that phenomenal consciousness was non-physical. |
am currently unaware of such objectors. It looks to me like any adult human who is going
to make a claim to knowthat non-adults and non-humans have phenomenal
consciousness is going to have to base that claim on physicalevidence. And I don’t see
how there could be physical evidence for dualism. So, I’'m ultimately not really interested
in objections to the current view based on babies and non-human animals.

ArenOt mental representations with conceptualized egocentric contents
automatically implementations of the Transitivity Principle?

Nope.

According to Transitivity, a state is conscious only if one is conscious of it.
However, according to the theory to be further fleshed out in the next chapter, one set of
mental representations that would suffice for consciousness would include the following.
I have a sensational state that carries the information that, among other things, there is a
coffee cup to my left which triggers the conceptualization that there is a coffee cup to my
left which in turn (the conceptualization) exerts (yet to be specified) causal influences on

the sensational state. What I would be conscious of, on this view, is a coffee cup as being
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to my left. I would not be conscious of either the sensational state or the conceptual state
or their mutual causal interaction. I need not be conscious of any mentalstate of me.
(There being a coffee cup to my left is arguably a state of me, but it is pretty clearly not
one of my mentalstates.) Therefore, the conceptual egocentric representations that
suffice for consciousness need not implement Transitivity.

Ok, but what about when you are currently certain that you are not a zombie?
ArenOt you at those times having states that implement Transitivity?

Yeah, sure. But this is just to admit that sometime$ have conscious states that are
also states of which I am conscious. But that would not prove that Transitivity is true. In
order for Transitivity to be true, all conscious states must be states of which one is
conscious. However, if there can be conscious states of which one is not conscious then
Transitivity is false.

So, there can be states with phenomenal character of a person at a time in which
they do not know that they have them?

Sure, no problem. But that’s fully consistent with the soundness of the
Transcending Zombies argument. It’s consistent with the validity of the argument and it’s
consistent with the truth of all of the premises.

A really interesting objection based on phenomenal consciousness had by people
who do not themselves know that they have phenomenal consciousness would be one in
which the objector claimed (i) to knowthat such cases exist and (ii) that phenomenal
consciousness is non-physical. Let us call the cases described by (i) “self-ignorant non-
zombies” for they are non-zombies currently ignorant of their status as non-zombies. It

looks to me that any such objector would have to base their case on knownsimilarities
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that obtain between the objector and the alleged self-ignorant non-zombies. If the known
similarities are physical, then I don’t know what basis the objector would have for (ii),
since, as [ mentioned before, I don’t know how there can be physical evidence for
dualism. And can’t imagine that any objector would want to claim to have direct
acquaintance to someone else’s qualia.

If the objector denies of herself that she knows that she has qualia, I have no idea
on what basis she can claim to know that anyone else has qualia. If the objector claims to
know of herself that she has qualia, then she looks to be granting a crucial premise of TZ,
namely P2. She also would be denying a crucial mentalsimilarity between her and the
self-ignorant non-zombies, since she possesses self-knowledge of non-zombie-hood and
they do not.

Now, as I’ve admitted already, there can be cases in which non-zombie-hood is
instantiated without self-knowledge. But since I’'m not a dualist, I can help myself to
physical evidence to underwrite such a knowledge claim in a way that a dualist cannot.
And since the dualist would be conceding a drastic mental discontinuity between her and
these other beings, a serious question arises of how she knowsthat, in spite of this mental
dissimilarity, they nonetheless are phenomenally similar to her.

I turn now, in the next chapter, to continue the sketch of the theory begun here,
with an eye to the empirical support for such a theory. Along the way we will see a
theory of consciousness discernable from the third-person point of view that is consistent
not only with the general project of neuro-reductionism but also with our knowledge of

qualia discerned from the first-person point of view.
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